
Topics in learning theory∗

Lecture 1: Introduction
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1 Learning

An abstract definition of the learning process may be de-
scribed as follows. Consider a set Θ, called decision set,
as well as a set Z, called outcome set. Suppose given, in
addition, a function

` : Θ× Z→ R,

called loss function. Now consider the following 3-steps
learning process submitted to a learner in a given environ-
ment:

(1) The environment reveals an outcome z ∈ Z,

(2) The learner (or player) then chooses an element θ ∈ Θ
in response to this outcome,

(3) The learner then incurs loss `(θ, z) as a consequence of
his decision, and updates his decision rule accordingly.

Roughly speaking, learning theory can be defined as a field
of study who’s task is to:

• Build a theoretical framework to define and study the
performance of a learning algorithm submitted to this
task repeatedly,

• Build learning algorithms that do well according to a
given performance measure.

There are several ways in which learning theory can frame the
problem, each of which has different merits and applications.
In this course, we’ll address two formal settings that, in some
sense, are at opposite sides of the spectrum:

• Statistical learning theory. This approach is histori-
cally the first formal description of the learning process
and makes a very natural but quite restrictive statistical
assumption on the outcomes provided by the environ-
ment. The framework allows for a deep mathematical
analysis of learning procedures.

∗Teaching material can be found at https://www.qparis-math.com/
teaching.

• Online optimization. This approach emphasizes the
online/repeated aspect of the learning process and, un-
like statistical learning theory, makes usually no statis-
tical assumption on the outcomes provided by the en-
vironment. This lack of restrictive assumptions on the
data at hand makes the field quite versatile and is pop-
ular in practice. However, the theoretical analysis has
to be slightly less ambitious and is usually a little more
involved.

In the following lectures, we will address a few classical as-
pects of these two learning scenarios and will try to emphasize
their connections at times.

2 Statistical learning

2.1 General definition

In the statistical learning setup, the outcomes provided by
the environment are modeled by independent and identically
distributed (i.i.d.) random variables with same distribution P
as (and independent from) a generic random variable Z over
the outcome space Z. In this setting, the learner is assumed
given, at once, a batch of such i.i.d. outcomes1

Dn := {Zi}ni=1,

called the learning sample. The learner’s goal is to build
a Θ-valued θ̂n, based on the learning sample, for which the
risk, defined by

R(θ̂n) := E[`(θ̂n, Z)|Dn], (2.1)

is as small as possible (which high-probability or in expecta-
tion). The risk represents the average loss, conditionally on
the available data, to be expected by the learner when using
decision θ̂n. In order to fix a benchmark performance, one
usually defines the optimal risk associated to distribution
P and defined by

R∗ := inf
θ∈Θ

E[`(θ, Z)].

Then, the goal of the learner becomes more precisely to build
some θ̂n such that the excess risk

E(θ̂n) := R(θ̂n)−R∗,

is as small as possible (with high probability, or in expecta-
tion). A few comments:

• The construction of the learners decision θ̂n can usually
be represented formally as

θ̂n = Algo({Zi}ni=1),

1Symbol Dn refers to word ’data’.
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where Algo denotes a statistical learning algorithm,
i.e., a function

Algo :

∞⋃
m=1

Zm → Θ.

In other words, a statistical learning algorithm is a map
that, given any finite number of elements of Z, outputs
an elements of Θ. Note that there is no randomness in-
volved in the definition of a learning algorithm. However,
the learning sample {Zi}ni=1 being composed of random
variables, the learners decision θ̂n is a random variable.

• The definition of the risk

R(θ̂n) = E[`(θ̂n, Z)|{Zi}ni=1],

introduced in (2.1), involves a conditional expectation,
where the conditioning is on the learning sample {Zi}ni=1.
In particular the risk R(θ̂n) is a random variable (it actu-
ally follows from the construction of conditional expecta-
tion that R(θ̂n) is a measurable function of the learning
sample). This definition will usually be well understood
by students with a good mathematical background (in
particular those who have followed a course on measure-
theoretic probability theory) but will often be confusing
for less technical readers. The practical intuition behind
this definition is that the expectation is taken over the
values of the generic random variable Z while the values
of the random variables {Zi}ni=1 are ’fixed’. For this rea-
son an alternative definition used for the risk, in many
textbooks, is

R(θ̂n) = EZ∼P [`(θ̂n, Z)].

This definition and notation can be the source of many
mistakes if not used properly. It is usually fine if, as in
our context, the generic random variable Z is indepen-
dent from the learning sample {Zi}ni=1 but can lead to
mistakes in more sophisticated settings. For this reason,
we’ll keep the notation using conditional expectations.

2.2 Example: supervised learning

A standard statistical learning setting is known as super-
vised learning. In this setting, the environment provides
outcomes in the form of pairs Z = (X,Y ) taking values in
some product space Z = X× Y. Here, X is understood as an
input variable and Y as an output variable. The variable X
usually comes in the form of a vector of measurements (i.e.,
X ⊂ Rd for some d ≥ 2), associated to a certain phenomenon
(e.g., parameters of a certain incoming email) and the vari-
able Y , called the label of X, is usually a real number (i.e.,
Y ⊂ R) that summarizes some important information encoded
in vector X (e.g., Y = 1 if the incoming email is a spam and 0
otherwise). In this setup, the learner’s objective is to learn a
functional link between X and Y , based on a learning sample
Dn = {(Xi, Yi)}ni=1. In other words, given a loss function

l : Y× Y→ R,

and a set of functions

f(θ, .) : X→ Y,

indexed by some parameter θ in some set Θ, the learner has
to choose θ̂n based on the learning sample such that the risk

R(θ̂n) := E[l(Y, f(θ̂n, X))|Dn],

is as small as possible. Note that this corresponds exactly to
the general statistical learning setup introduced above with
Z = X× Y and loss function ` : Θ× Z→ R defined by

`(θ, (x, y)) := l(y, f(θ, x)).

The two most common examples of supervised learning prob-
lems are least-squares regression and binary classification.

Least-squares regression

Least-squares regression refers to the supervised learning
problem described here when the chosen loss function l :
Y× Y→ R is

l(y, y′) := (y − y′)2,

and is usually considered when the label is of continuous
nature (i.e., Y is an interval).

Binary classification

Binary classification (also called pattern recognition) refers
to the case where the loss function l : Y× Y→ R is2

l(y, y′) := 1{y 6= y′},

and is considered when the label is of binary nature (i.e.,
Y = {0, 1} or Y = {−1, 1}). Many other refinements exist,
especially in the context of binary labels, and will be discussed
later on.

Remark 2.1. A word on terminology. The reason why super-
vised learning is called this way isn’t totally clear. A popular
explanation is that the labeling process, allowing to provide
the learner with labeled pairs, may involve the supervision
of experts/teachers that make sure the labels are correctly
assigned prior to the learning stage.

2.3 Example: unsupervised learning

A second classical example of statistical learning is known
as unsupervised learning. A nice way to think of un-
supervised learning is to see it as the supervised learning
problem in which the label Y of pair (X,Y ) isn’t available.
From this perspective, the unsupervised learning problem
can be described as the task of assigning labels to unlabeled
data points. The problem can be framed in several ways.
We describe the example of k-means clustering and density
estimation.

k-means clustering

One popular problem is known as k-means clustering. In
k-means clustering, the learner is given:

• an integer k ≥ 2,

2Where it is understood that 1{...} equal 1 when ... is true and 0
otherwise.
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• a learning sample Dn = {Xi}ni=1 of i.i.d. random vari-
ables (independent from and with same distribution as a
generic random variable X) taking values in X = Rd (for
example) with n ≥ k,

and is asked to chose a collection θ̂n of k points in Rd, i.e.,

θ̂n = (θ̂1
n, . . . , θ̂

k
n) ∈ Θ := (Rd)k,

for which the risk

R(θ̂n) := E[ min
1≤j≤k

‖X − θ̂jn‖2|Dn],

is as small as possible. Once the centers θ̂1
n, . . . , θ̂

k
n are chosen,

the associated data clusters are defined by

Cj := {Xi}ni=1 ∩ V (θ̂jn),

where the sets V (θ̂jn), called Voronoi cells, are defined by

V (θ̂jn) := {x ∈ Rd : ‖x− θ̂jn‖ = min
1≤s≤k

‖x− θ̂sn‖},

where ties are broken arbitrarily. Observe once again that
the k-means clustering problem can be seen as a special case
of the general statistical learning problem where Θ = (Rd)k,
Z = Rd and the loss function ` : Θ× Z→ R is defined by

`((θ1, . . . , θk), x) := min
1≤j≤k

‖x− θj‖2.

Density estimation.

Consider a sample Dn = {Xi}ni=1 of i.i.d. Rd-valued random
variables which same distribution as (and independent from)
a generic random variable X. Suppose X has (unknown)
density θ∗ : Rd → R+ with respect to a fixed and known
positive measure3 µ on Rd. Suppose one wants to estimate θ∗
based on Dn. This problem, known as density estimation, is
a classical problem in statistics. The following result provides
the basic justification for the maximum likelihood method.

Theorem 2.2. Let θ : Rd → R+ be measurable and such that∫
Rd θ(x) dµ(x) = 1. Then,

E[ln θ∗(X)] ≥ E[ln θ(X)].

Proof. By concavity of the logarithm, we deduce from
Jensen’s inequality that

E

[
ln

(
θ(X)

θ∗(X)

)]
≤ ln E

[
θ(X)

θ∗(X)

]
= ln

(∫
Rd

θ(x)

θ∗(x)
θ∗(x) dµ(x)

)
= ln

(∫
Rd

θ(x) dµ(x)

)
= 0,

which concludes the proof.

3The reader unfamiliar with measure theory may simply stick this a
more classical definition of density and replace below notation dµ(x) by
the familiar dx.

The last result shows that the problem of density esti-
mation can be seen as an example of the general statistical
learning problem described above with Θ being any set of
density functions with respect to µ, i.e.,

Θ ⊂ {ρ : Rd → R+|
∫

Rd

ρdµ = 1},

with Z = Rd and with loss function ` : Θ× Z→ R defined by

`(θ, x) = − log θ(x).

In particular, it follows from the previous computations that
the excess risk of any density estimator θ̂n is precisely the
Kullback-Leibler divergence between θ∗ and θ̂n, i.e.,

E(θ̂n) =

∫
Rd

θ∗ ln
θ̂n
θ∗

dµ = KL(θ∗|θ̂n).

3 Online optimization

The field of online optimization formalizes the learning pro-
cess in a quite different way than statistical learning. In par-
ticular, online optimization emphasizes the repeated aspect of
the process and avoids any distributional assumption on the
way the environment produces outcomes. This lack of dis-
tributional assumptions makes online optimization a very at-
tractive tool for real world applications, and provides a frame-
work that allows to capture situations when the environment
is adversarial.

Consider, as in the beginning of the lecture, the abstract
setting where we are given a decision set Θ, an outcome set
Z and a loss function

` : Θ× Z→ R.

The online optimization framework formalizes the learning
process as the following repeated game:

At each round t ≥ 1,

• the learner choose θt ∈ Θ,

• once the learner has committed to his choice, the envi-
ronment then outputs some zt ∈ Z,

• the player then incurs loss `(θt, zt) and move on to the
next round.

In this setting, the player aims at minimizing his cumula-
tive loss over time, i.e.,

n∑
t=1

`(θt, zt).

A traditional performance measure after n rounds of the game
is the regret that compares the cumulative loss of the player
to the cumulative loss of the best fixed point in hindsight, i.e.,

regretn =

n∑
t=1

`(θt, zt)−min
θ∈Θ

n∑
t=1

`(θ, zt).

Other performance criteria are also considered, and will be
studied in the course, but usually are slight variations of this
basic notion of regret.
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At first sight, the online optimization approach looks radi-
cally different in spirit from the statistical learning approach.
Strikingly, it turns out that efficient algorithms in the con-
text of online optimization problems can be translated in a
systematic way (known as the online-to-batch principle) into
good algorithms for the statistical learning problem. This
fact will be studied later on.

4 References

Recommended reading on the topic of statistical learning the-
ory is the book by [2]. For online optimization, we recommend
[1].
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